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MUSIC BY MACHINES
AI and the business of making music

Music is one of those magical, intuitive, and very human expressions, and 
its masterful creation couldn’t possibly be achieved by a mere machine—
or so we have thought. As a student of composition I’ve studied the music 
of master composers whose creations can elevate us to beautiful places 
or plunge us into dark and moody emotional terrains. Like magic, their 
melodies, harmonies and textures interface directly with our emotional 
selves, even our spiritual sensibilities. Surely a machine could never 
take us to such places?
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But as a student of composition I also know that music 
can be deconstructed into rules and techniques, like any 
language can. Formulas can be distilled and algorithms 
constructed by machines to emulate the same magic that 
emanates from the masters (think Mahler, Wagner, Debussy, 
Ravel, or any number of classical and popular composers) 
and even more so from the world of pop music. 

Flow  
Machines

To push the art and science of machine composers, a team 
at Sony’s Computer Science Laboratories 
in Paris have been developing AI software 
systems in an overarching project called 
Flow Machines. The AI analyzes a database 
of existing songs to “learn” musical styles 
and identify commonalities, and then 
it uses those elements to emulate a 
particular compositional style. 

Researchers have used Flow Machines 
systems to produce tunes that sound like 
the work of a particular artist—a 4-voice 

piece in the style of a Bach chorale, for example, or a song 
that sounds like it could have been written by the Beatles, 
called Daddy’s Car (https://youtu.be/LSHZ_b05W7o), or 
the slightly less impressive Mr. Shadow (https://youtu.
be/lcGYEXJqun8) fashioned in the styles of Irving Berlin 
and Duke Ellington.  The results sound impressive, but as 
explained in a Flow Machine blog, the composition Daddy’s 
Car was not an entirely machine-autonomous creative 
process—there was a human composer involved (in this 
case Benoît Carré) who selected a style (the Beatles) and 
generated a melody and harmony with the assistance of a 
system called FlowComposer. 

 
Further manipulation was done using another system 

called Rechord, where Carré matched some audio chunks 
from audio recordings of other songs to the generated 
melody and harmony. Finally, Carré himself finished the 
mixing and production of the piece. 

Above: Flow Machines can take styles and use them as if they were explicit objects. For example the style of the Beetles becomes a computational 
object that can be manipulated and blended with other styles, either to emulate the Beetles or to combine the Beetles musical style with the Beach 
Boys lyric writing style to come up with something new.

Below: French singer and composer Benoît Carré uses FlowComposer as a personal, intelligent assistant who helps him to compose a new song. 
(Image: Benoît Carré)
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Amper
This collaborative effort seems to be the way AI music 

making is going—the AI produces the basis of the music 
and musicians further arrange and refine the raw output 
into a meaningful piece of music. Amper, a company that 
offers AI-powered music composition, was co-founded by 
Drew Silverstein, a film composer and music coordinator. 
Rather than AI-generated music being in competition with 
composers, Silverstein believes there is a collaborative 
future for composers and AI. 

“One of our core beliefs as a company is that the 
future of music is going to be created in the collaboration 
between humans and AI,” he told Techcrunch in March 
(https://techcrunch.com/2017/03/02/amper-funding/). 
“We want that collaborative experience to propel the 
creative process forward. If we’re going to do that, we have 
to teach computers to be intrinsically creative.” He points 
out that we are not at the place where AI is producing 
novel, groundbreaking ideas, but the Amper software is 
able to fast-track the bulk of the writing process for the 
existing styles it has learned. You can 
listen to some of the compositions by 
Amper here (https://soundcloud.com/
ampermusic) on SoundCloud. 

Amper has been developed to provide 
affordable music creation for projects 
such as commercials and short online 
video productions, and it certainly does 
seem that AI can take care of much of 
the heavy lifting when it comes to writing 
accompanying music. 

But artists are taking Amper beyond just ambient music 
for video. Taryn Southern, a singer, blogger and storyteller, 
has collaborated with Amper to produce an album of 
original music called “Break Free”, where the music’s 
chord structures and instrumentation have been entirely 
composed by Amper’s AI. The collaboration has produced 
a rather impressive result and you can see the official music 
video here (https://youtu.be/XUs6CznN8pw).  

If you would like to have a go yourself with Amper, the 
composer is available in beta at https://www.ampermusic.
com/. The interface is relatively simple and there are helpful 
tutorials to step you through. For those needing royalty-
free underscore for their videos Amper is indeed a passable 
composer, but I’ve not had enough time with it to determine 
how generic sounding each rendering becomes. It would 
be nice to have an actual score or MIDI output and be able 
to use the generated compositions as a starting point in a 
separate sequencer, but the beta version does not seem 
to support that sort of use. Later on I’ll talk about a French 
company that has developed a tool specifically to assist 
the composer in a very sophisticated way. 

Having a little experience with 
Amper’s beta program, it’s definitely not 
a substitute for Hans Zimmer, and I don’t 
think film and commercial composers 
are going to be out of a job any time 
soon. Besides, the act of composing 
is inherently rewarding, and just like 
driving, it’s not something we necessarily 
want to hand over to AI. Why should a 
machine have all the fun?

Above: The simple Amper interface displaying a newly rendered composition, ready to download and use in a media presentation.
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Aiva
Another striking example of AI music making 

comes from Aiva Technologies (http://www.aiva.ai/), a 
Luxembourg company led by computer scientist, film 
director and composer Pierre Barreau. Aiva’s album of 
piano and orchestral music (https://soundcloud.com/user-
95265362/sets/genesis) is an impressive showcase of 
AI-generated cinematic and classical styled music—the 
Symphonic Fantasy in A minor, Op. 21 (Genesis), is one of 
many impressive examples of what this technology can do. 
With some expressive interpretation by a conductor with a 
real orchestra, I think you’d be hard-pressed to figure out it 
was a machine creation, which is exactly what I found when 
listening to Genesis with Olivier Hecho as the orchestral 
conductor and Eric Breton as concert pianist. Another 
impressive display of AI compositional prowess by Aiva is 
a live performance of a piece called Letz Make It Happen, 
Op. 23 (https://youtu.be/H6Z2n7BhMPY). 

When Nvidia wanted a moving soundtrack to accompany 
their latest video on the power of AI (developed and driven 
much of the time using Nvidia hardware), they turned to 
Aiva as their composer. (Aiva’s deep-learning system is 

Above: Aiva Technologies Team (from left to right): Denis Shtefan, CTO; Arnaud Decker, CMO; Vincent Barreau, COO; Pierre Barreau, 
CEO. (Image: Chambre de Commerce, Laurent Antonelli, agence Blitz)

Below: Live performance of “Letz make it happen”, Op. 23, composed as an opening for the National Day celebrations in Luxembourg 
(23rd of June 2017) and the Duke’s birthday. (Image: Aiva)
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officially recognized as a composer and has legal copyright 
over its own works.) According to Nvidia, Barreau set 
Aiva to compose an orchestral cinematic-styled piece in A 
minor, and with a little human curating was able to score 
a 45-piece orchestral piece. You can hear it, performed by 
a real orchestra, in the video “I Am AI” here (https://youtu.
be/SUNPrR4o5ZA).

Deep  
Artificial 
Composer

Researchers Wulfram Gerstner and Florian Colombo, 
from the Laboratory of Computational Neurosciences 
(LCN) at the Swiss Federal Institute of Technology Lausanne 
(EPFL), are the creators of another music-making algorithm 
called Deep Artificial Composer (DAC). The AI uses deep 
neural networks to generate original melodies that imitate 
traditional folk music of Irish or Klezmer origin. It does 
so without plagiarizing already existing tunes, since the 

melodies it writes are as original as those produced by a 
human composer. The DAC actually produces a written 
score and does not generate audio files—it takes musicians 
(or a digital sequencer) to play the notes. “The DAC can 
produce complete melodies, with a beginning and an end, 
that are completely novel and that share features that we 
relate to style,” says EPFL scientist Florian Colombo who 
developed the artificial intelligence under the guidance of 
Wulfram Gerstner, director of the LCN.

Colombo continues, “To my knowledge, this is the first 
time that an artificial neural network model can produced 
an infinite number of entire and convincing melodies of 
different styles. We also provide a new tool to evaluate 
the originality of a piece.”

Algorithmic music composition was first suggested by 
English mathematician Ada Lovelace in the 19th century, 
inventor of the  “calculating  engine”  that could be 
programmed to solve even the most complex problems, 
including writing music. The computational power of modern 
computers and the sheer amount of digitized musical scores 
are now making automatic music composition a reality.

Artificial intelligence is already capable of composing 
symbolic music and is often based on implementing music 
theory. What’s new with the DAC is that the AI learns to 
compose complete melodies without any music theory, 

PAGE

89

AGE OF ROBOTS
Volume 1 Issue 2

Below: EPFL scientists Florian Colombo who developed the artificial intelligence under the guidance of Wulfram Gerstner, plays one 
of the AI compositions with fellow musicians of OChE (oche.epfl.ch), the student chamber orchestra of the university.
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from start to finish, solely based on a large database of 
existing music. No human postproduction is necessary.

Extracting music style with probabilities
Each style of music has its own set of rules, and 

existing AI-generated music often uses the Western 
musical language of harmony and counterpoint, but the 
DAC avoids traditional music theory altogether. The 
EPFL algorithm determines its own composition rules by 
extracting probability distributions from existing melodies 
using neural networks, requiring only the computation 
power of graphic cards that can speed up calculations by a 
factor of ten compared to standard computers.

The DAC extracts the style of the music by learning 
how a given piece of music transitions from one note to 
the next and calculates the probability of the next note’s 
pitch and duration. The algorithm then trains on multiple 
scores of music, of any given style, in order to improve its 
ability to correctly predict the pitch and duration of the 
upcoming note.

Once the training is complete, which means that the 
predictive performance of the DAC has reached its target 
value (set at 50% successful pitches and 80% successful 
durations), it no longer needs to be trained and can be used 
to generate new melodies, one note at a time. The DAC 
builds a string of notes from beginning to end, including 
the very first note and the length of the composition, that 
resemble melodies of the dataset that was used for the 
training. 

Of course, the DAC can compose melodies before the 

training process is complete, but this leads to unconvincing 
melodies, even to the untrained ear. It can also be trained 
beyond the target value, but the generated pieces tend 
to resemble existing compositions. The DAC can also 
determine itself whether the composition is original enough 
by comparing phrases of notes with existing patterns in its 
database of melodies. Similarly, the algorithm can determine 
the musical genre (Irish or Klezmer folk in this case) of the 
generated scores.

The generated music is not limited to Irish or Klezmer 
traditional folk music; any style of music could be used. It 
just so happens that many Irish and Klezmer melodies are 
already digitized and easily accessible. 

The computing power behind the AI is an artificial neural 
network known as long short-term memory (LSTM), which 
was invented 20 years ago at the IDSIA (Istituto Dalle Molle 
di Studi sull’Intelligenza Artificiale) in Lugano, Switzerland. 
It has already proven useful for speech recognition and is 
widely used by the largest software companies, including 
Google, Apple, and Microsoft.

“The success of the deep artificial composer provides 
insight into how the human brain works,” says Gerstner. 
“Neural networks with memory spanning different time 
scales are needed to successfully create music, implying 
that the ability of the human brain to retain information, 
even after a long period of time, is key to composing music.”

For Colombo and Gerstner, the work is preliminary, 
since the DAC is limited to single voice compositions. In 
the long run, Colombo hopes to generate a score for an 
entire orchestra.
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Wulfram Gerstner, director of the Computational Neuroscience Laboratory describing the philosophy behind the DAC.



Shimon
While many of the AI music-making systems are software 

alone, a marimba-playing robot with four arms and eight 
sticks is taking center stage and writing and playing its 
own compositions using AI and deep learning. With arms 
hovering over the marimba, and neck and cyclops head 
moving around with the music, it certainly is entertaining 
to watch.

At the Georgia Institute of Technology researchers fed 
the robot, named Shimon, nearly 5,000 complete songs—
from Beethoven to the Beatles, to Lady Gaga or Miles 
Davis—and more than two million motifs, riffs, and licks of 
music. Aside from giving the machine a seed, or the first 
four measures to use as a starting point, no humans are 
involved in either the composition or the performance of 
the music.

PhD student Mason Bretan is the man behind the 
machine. He’s worked with Shimon for seven years, enabling 
it to “listen” to music played by humans and improvise over 
pre-composed chord progressions. Now Shimon is a solo 
composer for the first time, generating the melody and 
harmonic structure on its own.

“Once Shimon learns the four measures we provide, it 
creates its own sequence of concepts and composes its 
own piece,” said Bretan, who will receive his doctorate in 
music technology this summer at Georgia Tech. “Shimon’s 
compositions represent how music sounds and looks when 
a robot uses deep neural networks to learn everything it 
knows about music from millions of human-made segments.”

Bretan says this is the first time a robot has used deep 
learning to create music. And unlike its days of improvising, 
when it played monophonically, Shimon is able to play 
harmonies and chords. It’s also thinking much more like 
a human musician, focusing less on the next note, as it 
did at the start, and more on the overall structure of the 
composition.  

“When we play or listen to music, we don’t think about 
the next note and only that next note,” said Bretan. “An 
artist has a bigger idea of what he or she is trying to achieve 
within the next few measures or later in the piece. Shimon is 
now coming up with higher level musical semantics. Rather 
than thinking note by note, it has a larger idea of what it 
wants to play as a whole.”

Shimon was created by Bretan’s advisor, Gil Weinberg, 
director of Georgia Tech’s Center for Music Technology.

Below: Shimon poised to play another original piece.
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“This is a leap in Shimon’s musical quality because 
it’s using deep learning to create a more structured and 
coherent composition,” said Weinberg, a professor in the 
School of Music. “We want to explore whether robots could 
become musically creative and generate new music that 
we humans could find beautiful, inspiring, and strange.”

Shimon will create more pieces in the future. As long 
as the researchers feed it a different seed, the robot will 
produce something different each time—music that the 
researchers can’t predict. In the first piece, Bretan fed 
Shimon a melody comprised of eighth notes. It received a 
sixteenth note melody the second time, which influenced 
it to generate faster note sequences.

Bretan acknowledges that he can’t pick out individual 
songs that Shimon is referencing. He is able to recognize 
classical chord progressions and influences of artists, such 
as Mozart, for example.

“They sound like a fusion of jazz and classical,” said 
Bretan, who plays the keyboards and guitar in his free time. 
“I definitely hear more classical, especially in the harmony. 
But then I hear chromatic moving steps in the first piece, 
and that’s definitely something you hear in jazz.”

Above: Mason Bretan worked with Shimon for seven years, 
enabling it to “listen” to music played by humans and improvise 
over pre-composed chord progressions.

Below: Shimon, Mason and band in NYC performing together. 
Shimon has performed in many places including The Today Show, 
Brisbane Robotronica, Shanghai International Festival, Loop Fes-
tival Berlin. 
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Orb  
Composer

One of the more exciting developments for me 
personally as a composer is not so much the deep learning 
systems as an expert system called the Orb Composer. 
Developed in France by Richard Portelli, the system is like 
an orchestrator in a box, and a bit more.

Richard fell in love with classical music when he 
was 18. Captivated by the richness of the music he set 
about studying scores while listening to the music on 
CDs. He analyzed the musical forms, deconstructing the 
compositions to learn about the structure and the language 
of the master composers—a pastime not unfamiliar to me 
as a budding young composer spending countless hours 
in the Queensland Conservatorium’s library poring over 
musical scores to learn the language of emotion.

Richard had a day job as an IT developer and in 2015, 
combining his passion for music composition and technology, 
he founded his company Hexachords to experiment on AI-
based music composition. His desire was to give everyone 
the opportunity to compose music from their creative ideas 
or emotions, without having to learn the complex and often 
technical knowledge of a composer and orchestrator. 

Orb Composer, which is to be released early 2018, is 
a system that can, like many AI music systems, produce a 
length of music with a specified genre, intensity, length, 
and so forth. But where Orb Composer departs from the 
other tools is its ability to be the composer’s best and most 
flexible friend. The graphical user interface (GUI) looks 
rather like a digital audio workstation (DAW)—like Logic 
Pro X or Pro Tools—and offers a multitude of options. 

To start a composition, say a 2-minute underscore for a 
scene in a film, you drag an element into the timeline. Each 
of these elements has a particular structure that spans the 
length of time you want it to last (e.g., the introduction). 
Within that block you can also specify elements (e.g., the 
intensity) by drawing a curve or the momentum of that 
particular section. Then there’s a full orchestral layout of 
instruments and you can see which instruments have been 
selected for that section along with a lot of fine-grained 
detail about how each of those instruments are going to 
perform. You can add or delete instruments, and play the 
role of orchestrator with a global view of the orchestral 
structure. 

With all the elements in place, the melodic and tonal 
structure, the orchestration, the overarching intensity, 
momentum, and stylistic choices, the system generates 
the music. The composer may have put in his own melodic 
theme and the system will work with that, or he may have 
listened to what the system created and then modified 
that to his liking. 

Want a variation on the theme for the next section, 
but only with the strings and 
woodwinds? No problem! That 
will be ready for you in a second, 
literally. Need to score that next 
15-minute scene with the same 
thematic material but with a lot 
more intensity? Done! With the 
Orb Composer, you don’t need 
an orchestrator or hours spent 
laboring over the DAW rewriting 
the material. 

The Orb Composer is not a 
DAW itself—it doesn’t have the 
capacity to plug in your sound 
library and throw away your Pro 
Tools set-up. It interfaces with 
your DAW to utilize the sounds 
and will output the MIDI events, 
which you can then import to 
whatever DAW you like to refine 
the digital performance with 
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samples, or produce a score for the 
orchestra. 

When Richard demonstrated the 
Orb Composer to me I wish I’d had 
this tool when I was scoring for film—
not to alleviate me of the creative 
process of coming up with melodic 
themes and textural ideas, but to 
save countless mechanical hours of 
orchestrating, generating variations 
on a theme, or just variations in 
orchestration. I think this tool is 
going to be an invaluable asset for 
the serious composer who will be 
able to use the tool to work faster, 
especially for creating scores for 
film, TV, and games. I guess serious 
art composers will not want to give 
up any of the process to a system 
like the Orb Composer for their next 
commissioned piece, but for the 
rest of us who have to work quickly 
and efficiently while maintaining 
a creative edge in the commercial 
world, this is going to be a great tool.

Above: The Orb Composer graphical interface, much like a DAW interface, shows the many options available to the composer.

Below: Richard Portelli, CEO of Hexachords and mastermind behind the Orb composer.
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Pop Gun 
AI

In Brisbane, Australia, there is a 
small start-up called Popgun AI, and 
they are building an AI system that will 
be collaborative and augment what 
human musicians can do. I caught up 
with two of the team, Jack Nolan and 
Adam Hibble, to have a chat about AI 
music and where they are taking the 
technology. 

Adam Hibble: My background’s 
computer science and mathematics. 
I’ve been doing artificial intelligence in 
some way since I was actually pretty 
young. I started building video game 
bots and stuff like that. It led me into 

machine learning. Sometime last year 
I was running an AI services company 
when I got approached by Steven 
Phillips, who is actually one of our co-
founders, because he was obsessed 
with the music problem. I’m like, “Yeah, 
sure. I’ll take a crack at it.” 

We actually began with building 
search . . . Previously he’d been working 
on recommendation systems, which 
used metadata to make suggestions, 
whereas Steven was interested in 
seeing whether or not you could use 
the raw audio to make those same 
suggestions. We actually built a pretty 
cool prototype in the first couple of 
weeks. But then we realized it was 
one of the least interesting things we 
could do with the technology—that’s 
where we got hooked on the idea of 
generation rather than search. 

 

Jack Nolan: I joined the team 
around then. I’d worked with Adam 
in the past on a bunch of random AI 
or big data projects that were local 
hack-a-thons or start-up weekends. 
My background was in strategy and 
pitching, and pretty much all the stuff 
that wasn’t the tech side of things. I 
was interning at Blue Sky, one of the 
big venture capital firms in town, for 
about a year or so and doing some 
finance and consulting work while 
also finishing my law and finance 
degrees. Adam called me and said, 
“We need someone to come over and 
do business development and general 
business stuff.” It was really vague . . . 

AH:  . . . And do you want to come 
to LA?

JN: Yeah . . . It was a really vague 
request. “We’re doing AI for music!”
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AH: I don’t even think I told you 
that. “Hey, I’m in LA—do you want to 
come?”

PopGun AI in a Nutshell
JN: We’re creating the world’s 

best musical AI. That’s it. That’s the 
nutshell vision. I think there’s a lot of 
different avenues you can go down, but 
we think AI’s going to change the way 
people create music. The companies 
that exist today that are making music 
software and music hardware, and are 
helping artist . . . They don’t have the 
in house capability, and they won’t for 
a long time, to start looking into this 
technology. We think there’s going 
to be external providers who create 
these AIs, and then work with these 
companies to get them to people. We 
want to be the company that builds the 
AI that powers this next generation of 
music software and music hardware. 

On the assisting versus replacing 
debate we sit very firmly on assisting. 
Not in the sense that we don’t think 
AI can replace musicians—it already 
can, and there’s other companies out 
there that are doing an awesome job 

of creating royalty-free music. We 
see our system assisting, for example, 
in helping a piano player compose a 
melody, or helping someone with a 
chord progression, or helping someone 
who has to do a score by getting an AI 
to give them a rough version of what 
some of the different instruments 
could be doing in that score. The big 
part of this project will be to have 
an AI that can act as a song-writing 
companion and can suggest things . 
. . Or for people who don’t have as 
much musical experience, and can 
offer, “Oh, you should do this instead, 
because this is going to sound better.” 
So anything along the lines of helping 
someone who’s creating to do it either 
better, or faster, or in a unique and 
novel way that they wouldn’t have 
considered, I think falls within the 
ambit of what we’re trying to explore 
with AI. 

AH: Yeah, the parallel I like to 
draw is the old school drum machines—
when that first became a thing, and 
meant that a whole new set of people 
could make music that they couldn’t 
[before]. So I see AI as an assist to 
lower the barrier of entry on what 

it means to actually be able to make 
really nice-sounding music.

JN: There’s a long history of 
music tech breakthroughs that scares 
everyone at the start. I think when 
the gramophone came out, all the 
orchestral unions went on strike, 
because they thought they’d be out 
of work. As with the drum machines 
that Adam mentioned, people got 
scared initially and said, “Oh, no-one’s 
a musician anymore. Everyone can 
just use one of these.” But instead 
what you see is people using the tech 
in new ways that no-one had thought 
of before, which is the birth of drum 
and base music, or UK house music. 
No one gets replaced, there just ends 
up being a lot more people involved, 
creating new sounds. 

We think AI’s going to be very 
similar, where people who currently 
don’t have the tech expertise or the 
time to create music, or the music 
training, can suddenly use an AI, which 
make it a lot easier. They’ll be able 
to create new and different music to 
what exists today. 

Jack Nolan adam hibble
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AH: Surprisingly, some of the 
challenges are probably not what 
you’d expect. It’s more about defining 
the use case for AI in terms of, what 
does it actually mean to play with an 
AI? Rather than the tech behind it. I 
think we’ve done a pretty good job 
modeling that. But what is the actual 
interaction? When does it come in?

For example, are you just playing 
and it’s listening and responding? 
Or, is it you play something, and it 
modifies it and makes suggestions? I 
guess the challenge for us, right now, 
at least, isn’t necessarily the deep 
tech, but how do we best create this 
user experience that previously didn’t 
exist? 

JN: TechStars was really good 
for us as a company . . . It’s probably 
the biggest accelerator in the world—
they’ve got shops running all over 
the place. What they’ve started doing 
recently is these vertical focused 
ones—AI or Alexa or finance—and this 
year was the first time they’ve run a 
TechStars music section, which was 
really cool. They hosted it in LA, and 
they had a thousand or so applications 

from all these music companies from 
around the world, and we were lucky 
enough to be one of the 11 that 
got accepted into the program. We 
shipped the team over in February . . . 

AH: . . . got a house in Beverly 
Hills, and the whole team . . . 

JN: . . . just got this B&B and 
chucked everyone in it and worked 
out of the office with the rest of 
the TechStars companies for three 
months over there. It was really, really 
good. I think it was very business 
development intensive, in the sense 
that a lot of it was focused on meeting 
with music industry execs, or with 
music tech people, or with musicians, 
and producers, and whatever it might 
be. And working out what they were 
looking for in AI, and how they could 
eventually use the tech. That was really 
cool for us, getting that early exposure 
to the end users, or the potential 
partners, or the potential buyers. Just 
having the opportunity to meet those 
people early on and see what they 
were excited about, and see that there 
was something really valuable in the 
space. 

AH: Yep. I think just the sheer 
surface area of the type of people 
you meet is really valuable. We had 
meetings with senior executives of 
really awesome companies that we 
would have never had the chance to 
get into the room with. It’s really rare, 
just in general, in the music industry 
to have all those people in the same 
room and not fighting over something. 
It was a unique experience.

AH: On the topic of a musical 
Turing test, I don’t think we have nailed 
exactly what that is yet. Some people 
could say that it might be something 
like you play the audio of a piece of 
music and it’s indistinguishable from 
music that was composed by a human. 
But my hunch is it’s along the lines of—
you play with somebody, and you can 
tell whether or not they’re intelligent. 
Can you tell whether or not you’re 
playing along with a human or an AI? I 
think that’s maybe our first hypothesis 
about whether or not it’s passing the 
Turing test. 

JN: I think that’s the angle 
we’re most excited about, because 
technically, if you just said Turing test 
an AI song—what does an “AI song” 
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mean? Is it that the AI composes it 
but a human sings over it? Or does it 
work similar to what Sony did, where 
an AI composes parts of it but then 
a producer comes in and does pretty 
much all the arranging and puts it all 
together? Or does an AI have to do 
the lyrics? There’s a lot of different 
levels, which I think will make that 
a confusing and not very consistent 
term in the media over the next few 
years when everyone’s saying, “This is 
the first real AI song.” 

I think the better test for us is, 
rather than an AI song, an actual AI 
musician, the same way you can sit 
down and jam with someone and just 
pick up a guitar or piano, whatever 
it is you play, and start playing with 
someone and see how good they are. 
Can you do that with an AI? And what’ll 
be exciting for us is when you can do 
that—not only to a really high standard 
in terms of the music, but also in terms 
of the interaction. So you don’t have 
to be fiddling with buttons and knobs 
and all these different levers to work 
out how you can get it to sound good. 
But you can just sit down and talk and 
play the same way you would with a 

human being. 

AH: Yeah, it should feel spooky, 
like it knows what you want to do. 

JN: We’ve been talking about 
this idea of an AI having legal rights 
to what it composes, as a human 
composer would. I think there’ll 
definitely be AIs that generate material 
that deserves copyright protection. 
Whether it’s owned by the person that 
was using it, or the person who wrote 
the AI, or somehow the AI itself, is still 
up in the air at the moment with the 
different countries interpreting the 
law differently, depending on what 
they’ve got in their own legislation.  

I think we will start to see, at the 
very least, producers and musicians 
using AI tools in their own work. 
That’ll be the first big step. So, while 
there’ll be a lot of headline grabbing 
with things like, “Oh, an AI has made 
this” . . . I think the more exciting shift 
is going to be, not one album that no-
one expected to be made by an AI, but 
the fact that half of the singles in the 
Spotify top 100 chart had AI involved 

in some aspect, whether it’s simply 
an AI that helped with mastering, or 
an AI that helped with some chord 
progression early on, or an AI that 
synthesized, from scratch, some of 
the sounds that are used in different 
loops, or whatever it might be. 

That’s the more exciting shift—
seeing how AI can power the tools 
that people are already using, rather 
than looking at it from this isolationist 
perspective, which is, an AI’s going to 
do everything. I think that’s a really 
cool pursuit, but to an extent, it’s 
almost an academic pursuit. Does 
anyone want that? I think music is a 
very cultural thing. People like songs, 
not just because of what they sound 
like, but because of what they know 
about the artist, and because of what 
that signifies, and because of the 
movements associated with different 
songs. 

So I think, if you can hit a button 
and churn out a number one hit, then 
at the end of the day, what is a number 
one hit? Someone still has to listen to 
it. And if you can just get a thousand 
songs made whenever you want, then 
everyone’s just going to go listen to a 
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new one. So I think what’s going to 
be more interesting is waiting to see 
the uptake of AI-powered tools by 
musicians—that’s going to be the big 
shift we see over the next five to ten 
years. 

AH: When we think about 
how this technology is empowering 
people, I like to think of Instagram, for 
example, where it made everybody a 
photographer. Everybody’s way better 
at photography than they used to be 
because of Instagram. I think that’ll 
be the same for AI-powered music 
creation tools. 

JN: Yeah, lowering the barriers to 
entry. I think that’s a really exciting area. 
Google have a team called Magenta 
who have done some awesome work 
in the space. They created something 
called NSynth—and we did a little bit 
of work on similar tech around the 
time they were doing it . . . Essentially 
what it does is allows you to synthesize 
sounds from other sounds using neural 
nets to take different instruments and 

different sound files and combine 
them together to create new ones. So 
to synthesize the sound of a blender 
with the sound of a violin, and then 
give you a G major chord. That’s really 
cool, because at that point, you’re 
moving beyond an AI taking existing 
sounds and putting them together, and 
opening up the door to an AI actually 
creating its own sounds. 

So what would this sound like? 
It’s an instrument no one’s ever 
heard before in a song. I think that is 
something that’s interesting for being 
novel, but also something people are 
clearly excited about already. If you 
listen to songs that have come out over 
the past couple of years even—like that 
hit from Justin Bieber, What Do You 
Mean?—and it’s got that weird sound 
that sounds like a dolphin that no-one 
really gets. There’s this huge focus on 
playing around with specific loops, and 
creating funky sounds people haven’t 
heard before in music at the moment. 
I think AI is getting to a point where it 
can create its own sounds, potentially 
without you having to describe that 

sound, or without you having to know 
that you need it . . . it would be really, 
really exciting, because you’re stepping 
above rather than an AI just taking 
your violin, and your guitar, and your 
bass, and putting something together 
and actually going, “Here’s an entirely 
new sound that’s composed of these 
46 different random things we heard—
three of them are birds; one of them 
is someone walking.” That’s all going 
to be mashed together and generated 
into the new sound. I think that will 
have some really cool possibilities for 
creative tools.

So what are we going to be doing 
moving forward? Near term we’re 
going to be getting our piano-playing 
AI (which we’ve nicknamed Alice at 
the moment) to a level where it can 
start helping people in the song-
writing process. It’s really fun to play 
with. Musicians can have a good time 
messing around with it, but I think 
we’re getting pretty close to where it 
can start to be a valuable song-writing 
tool for people.  
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