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Peering into the 
Black Box

AI Rewriting 
the History of 

Malware
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Bryan Lares

In much of the world, the Internet has completely altered the 
average way of life, to the point that just last year the UN 
declared Internet access to be a universal human right. This 
is a technology that barely existed 40 years ago, yet it has 

integrated so seamlessly into society that many now consider it a 
basic living requirement. After all, much of the average person’s life 
and livelihood, as well as the infrastructure around them, is now 
dependent on the Internet.
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Unfortunately, while Internet connectivity has 
increased ease of communication and access 
to information, it has also left some of the most 
critical functions of society vulnerable to cyber-

criminal acts perpetrated by cyber-criminal organizations, 
nation-states and even lone vigilantes. The programs 
involved, which started life as a kind of coder’s practical 
joke, have morphed into a dangerous menace with the 
capability of shutting down critical infrastructure and even 
putting lives in danger. For an example, look no further 
than the WannaCry cyber attack that took place in May 
this year. The ransomware attack infected over 230,000 
computers in more than 150 countries and temporarily 
took down many large organizations. Among those hit were 
the majority of hospitals in the United Kingdom’s National 
Health Service. This effectively crippled much of the U.K. 
healthcare system for several days, as hospitals were unable 
to access any of their records, forcing the suspension of 
many services.

As malware has grown both more powerful and more 
dangerous, the methods used to combat it have also evolved. 
Given what’s at stake, it’s no surprise that countermeasures 
have typically involved the most advanced technology 
possible. Nevertheless, the history of malicious software 
and countermeasures resembles nothing so much as a 
rapidly intensifying arms race in which cyber defensive 
technology is always two steps behind.

Artificial intelligence (AI), and machine learning in 
particular, have the potential to change this dynamic, as 
they promise to bring malware detection solutions that 
can adapt and grow on their own, faster than malware can 
keep up. To get a better sense of what this means and 
why it matters, however, it’s important to look back on the 
history of the battle between malware and cybersecurity.

Growth of Malware

Malware has a shorter history than many people realize. 
To the extent that it existed in the 1980s, it was more as 
homebrew jokes and pranks, circulated via infected floppy 
disks or the proto-Internet known as the ARPANET. The 
stakes for malware simply weren’t high enough—cyber 
attacks couldn’t get access to banking information or shut 
down entire organizations. One of the most notorious 
examples of malware from the 1980s, Elk Cloner, was a 
simple practical joke perpetrated by a 15-year-old with the 
goal of annoying his friends. That it even managed to spread 
across state lines is mostly because the idea of malware was 
so new and foreign that few, if any, measures were taken to 
combat it. Virus scanners didn’t yet exist, and if someone 
was handed an unknown floppy disk, they generally didn’t 
think twice about inserting it into their computer.

By the late 1990s, this state of affairs had begun to 
change. The number of Internet-connected devices had 
increased, allowing for a rapid influx of new users, potential 
victims, and hackers alike. With the growth of Internet 
services like shopping and banking, a black market emerged 
for personal and financial information. Malware began to 
proliferate, with the number of unique strains rising into 
the thousands early in the new decade. The attacks of this 
era would most typically seize a computer and freeze it 
or wipe or corrupt its files. There was nothing at this time 
on the destructive scale of, say, WannaCry or Petya, but 
the malware of the 1990s was still far more malicious in 
nature than Elk Cloner and its ilk, and was capable of doing 
genuine damage. It will come as no surprise that this era 
also saw the rise of the first antivirus software.
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Growth of the Antivirus 
Industry

In the 1990s the modern cybersecurity industry was 
born, with companies like Panda Security (1990), Symantec 
(1991), and AVG (1991) being created to tackle this emerging 
threat. All these firms created teams of cybersecurity 
researchers to identify, classify, and document each new 
variant of malware with the intent of curating a database 
of all known variants. New variants would be analyzed by 
researchers, who would extract the file’s unique “signature” 
and add it to the antivirus software’s database. Essentially, 
this was a simple approach of blacklisting. Even at the time, 
malware was growing more sophisticated and finding ways 
around security tools: the late 1990s saw the debut of 
the polymorphic virus, which can modify itself to alter its 
signature, thereby avoiding detection.

As computers and the Internet became an essential part 
of everyday tasks in the 2000s, the malware landscape 
started to resemble what it is today. Suddenly, malware 
could be used to make a profit from victims’ browsing history, 
banking information, passwords, and more. Accordingly, the 
goals and nature of malware began to shift, with financially 
motivated attacks such as spyware and adware becoming 
the new norm.

All of this meant that malware was becoming more 
complex, diverse, and dangerous than ever before, and 
anti-malware software continued to develop in kind. The 
techniques used to combat malware became less static 

and simplistic in an effort to keep up with the increasing 
sophistication of cyber threats. Rather than straightforward 
signature detection, analysts and software began to employ 
variant and dynamic analysis to examine the typical behavior 
of specific threats, identifying strings of code that could be 
used to recognize the same threat in the future. Experts 
also began using decision trees based on both human- and 
machine-developed rules to classify a file as malicious or 
benign. Essentially, this was the era of security experts 
identifying and creating hypotheses for what indicators and 
features could be used to identify a threat, and then hard-
coding those features into antivirus software to create a 
classification system.

The heuristic and rules-based security tools of a decade 
ago were never entirely accurate in their classification of 
what was malicious, but now, the volume of false positives 
means that security and IT personnel have far more alerts 
than they can reasonably deal with. Furthermore, the 
number of new malware items constantly being created 
makes it all but impossible to program in static, handwritten 
rules that can correctly and accurately identify threats.

It’s for all of these reasons that security analysts have 
increasingly been seeking out new solutions, and have 
started to find these solutions in AI. Machine learning, a 
subset of artificial intelligence in which programs continue 
to learn and adapt beyond their initial programming, is an 
increasingly popular answer to a problem that boils down 
to too-static rules and overly slow progress. AI is vastly 
superior to humans in its ability to identify patterns and 
files that it has never seen before. Rather than relying on 
a static set of preprogrammed rules, an AI antivirus will 
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Problems for the modern era
There remain a number of flaws with these approaches, 

however, and the sheer rate of proliferation of malware has 
turned those flaws into gaping holes in security. The fact 

is that malware is growing and diversifying at an unprecedented 
rate:

• Roughly a third of all malware ever created was made in just 
the last two years. 

• More malware was developed between January and July of 
2016 than in the whole of 2015. 

• The independent IT security institute AV-Test has estimated 
it registers over 390,000 new malicious programs every day.

Today, more than 670 million malicious programs are known. 
In this year alone, 73 million new malware samples have been 
identified.
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learn for itself what a malicious file looks 
like, with far greater accuracy and flexibility 
than any traditional method.

The key weakness in a traditional 
antivirus is that a miniscule tweak to a file 
could render it unrecognizable. Contrast 
that with an AI that evaluates the entirety 
of the file against its self-learned definitions 
of what a malicious file looks like. This 
superior pattern recognition enables AI to 
catch these alterations easily. It continues 
to learn post-deployment and is constantly 
refining its definitions over time, allowing 
it not just to keep up, but actually to get 
ahead of the malware crisis.

AI also addresses the problem of 
volume, as it’s infinitely more scalable than 
traditional approaches to endpoint security. 
AI’s greater accuracy means far fewer false 
positives and general noise for human 
security analysts to sort through. Rather 
than humans having to do the work of file 
classification, AI solutions can classify files 
as malicious or benign, only flagging humans 
when it’s unsure. The upshot? One human 
analyst now can reasonably look after the 

endpoints of a thousand employees, and 
do so efficiently and accurately.

AI is naturally better at establishing 
connections between malicious files and 
their behaviors. An AI model for cybersecurity 
might use 25,000 to 30,000 features, each 
of which has hundreds of thousands of 
associated values. AI can calculate millions 
of possibilities in the time it takes a human 
analyst to open the file in their sandbox.

For roughly four decades, malware and 
antivirus software have been in a race with 
each other, with antivirus struggling just to 
keep up. The true promise AI brings to this 
dilemma is not simply its ability to catch 
cyber threats, but that it has the potential 
to change the very nature of the conflict. 
AI solutions don’t need humans to step 
in for every new innovation in malware; 
they continually adapt to the nature of the 
security landscape even as it evolves. By its 
very design, AI does not simply keep up in 
the arms race against malware, but comes 
out in front—and always two (or 20) steps 
ahead.

Bryan Lares is the 
Director of Security 

Solutions for 
SparkCognition. He is 
a seasoned product 

strategy and product 
management executive 

with experience bringing 
new technologies and 

businesses to life.
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In a process referred to as “deep 
learning,” training data is fed to 
a network’s input nodes, which 
modify it and feed it to other 

nodes, which modify it and feed 
it to still other nodes, and so on. 
The values stored in the network’s 
output nodes are then correlated 
with the classification category 
that the network is trying to learn 
— such as the objects in an image, 
or the topic of an essay.

Neural networks learn how to 
perform computational tasks by 
analyzing huge volumes of training 
data and are becoming the core 
of today’s best artificial intelligent 
systems. Neural nets are trained by 
continually readjusting thousands 
of internal parameters until they can 
reliably perform a particular task, 
such as identifying objects in digital 
images, or translating text from one 
language to another. But neural nets 

are black boxes. Once they’ve been 
trained, even their designers rarely have 

any idea what they’re doing — what data 
elements they’re processing and how.

Understanding what neural networks 
are doing can help researchers improve their 

performance and transfer their insights to other 
applications. Two years ago, a team of computer-
vision researchers from MIT’s Computer 
Science and Artificial Intelligence Laboratory 
(CSAIL) described a method for peering into 
the black box of a neural net trained to identify 
visual scenes, but required human review of the 
data. This year the team has a fully automated 
technique (http://news.mit.edu/2017/inner-

workings-neural-networks-visual-
data-0630) for analysing data to better 
peer into the black box.

CSAIL researchers have also 
developed a new general-purpose 
technique for making sense of neural 
networks that are trained to perform 
natural-language-processing tasks, in 
which computers attempt to interpret 
freeform texts written in ordinary, or 
“natural,” language (as opposed to a 
structured language, such as a database-
query language).

The technique applies to any system 
that takes text as input and produces 
strings of symbols as output, such as 
an automatic translator. And because 
its analysis results from varying inputs 
and examining the effects on outputs, it 
can work with online natural-language-
processing services, without access to 
the underlying software.

In fact, the technique works with 
any black-box text-processing system, 
regardless of its internal machinery. 
In their experiments, the researchers 
show that the technique can identify 
idiosyncrasies in the work of human 
translators, too.

Theme and variations
The technique is analogous to one 

that has been used to analyze neural 
networks trained to perform computer 
vision tasks, such as object recognition. 
Software that systematically perturbs — 
or varies — different parts of an image 

Neural networks are so called because they 
mimic — approximately — the functional 
connections between neurons in the brain. They 
are composed of a large number of processing 
nodes that, like individual neurons, are capable 
of only very simple computations but are 
connected to each other in dense networks.
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and resubmits the image to an 
object recognizer can identify 
which image features lead 
to which classifications. But 
adapting that approach to 
natural language processing 
isn’t straightforward.

“What does it even 
mean to perturb a sentence 
semantically?” asks Tommi 
Jaakkola, the Thomas Siebel 
Professor of Electrical 
Engineering and Computer 
Science at MIT and one of the 
new paper’s two authors. “I can’t 
just do a simple randomization. 
And what you are predicting is 
now a more complex object, 
like a sentence, so what does it 
mean to give an explanation?”

Somewhat ironically, to 
generate test sentences to 
feed to black-box neural nets, 
Jaakkola and David Alvarez-
Melis, an MIT graduate student 
in electrical engineering and 
computer science and first 
author on the new paper, 
use a black-box neural 
net.

They begin by 
training a network to 
both compress and 
decompress natural 
sentences — to create 
some intermediate, 
compact digital 
representation of the 
sentence and then try to 
re-expand it into its original 
form. During training, the 
encoder and decoder are 
evaluated simultaneously, 
according to how faithfully the 
decoder’s output matches the 
encoder’s input.

Neural nets are intrinsically 
probabilistic: An object-
recognition system fed an 
image of a small dog, for 
instance, might conclude that 
the image has a 70 percent 
probability of representing a 
dog and a 25 percent probability 
of representing a cat. Similarly, 
Jaakkola and Alvarez-Melis’ 

sentence-compressing network 
supplies alternatives for each word in 
a decoded sentence, along with the 
probabilities that each alternative is 
correct.

Because the network naturally 
uses the co-occurrence of words to 
increase its decoding accuracy, its 
output probabilities define a cluster 
of semantically related sentences. For 
instance, if the encoded sentence is 
“She gasped in surprise,” the system 
might assign the alternatives “She 
squealed in surprise” or “She gasped 
in horror” as fairly high probabilities, 
but it would assign much lower 
probabilities to “She swam in surprise” 
or “She gasped in coffee.”

For any sentence, then, the 
system can generate a list of 
closely related sentences, which 
Jaakkola and Alvarez-Melis feed 
to a black-box natural-language 
processor. The result is a long 
list of input-output pairs, which 
the researchers’ algorithms 
can analyze to determine 
which changes to which inputs 
cause which changes to which 
outputs.

Test cases
The researchers applied their 

technique to three different set 
types of natural-language-processing 
system. One was a system that inferred 
words’ pronunciation; another was 
a set of translators, two automated 
and one human; and the third was 
a simple computer dialogue system, 
which attempts to supply plausible 
responses to arbitrary remarks or 
questions.

As might be expected, the 
analysis of the translation systems 
demonstrated strong dependencies 
between individual words in the input 
and output sequences. One of the 
more intriguing results of that analysis, 
however, was the identification of 
gender biases in the texts on which 
the machine translations systems 
were trained.

For instance, the nongendered 
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English word “dancer” has two gendered translations in 
French, “danseur” and “danseuse.” The system translated 
the sentence “The dancer is charming” using the feminine: 
“la danseuse est charmante.” But the researchers’ analysis 
showed that the choice of the word “danseuse” was 
as heavily influenced by the word “charming” as it was 
by the word “dancer.” A different adjective might have 
resulted in a different translation of “dancer.”

The dialogue system, which was trained on pairs 
of lines from Hollywood movies, was intentionally 
underpowered. Although the training set was large, the 
network itself was too small to take advantage of it. 

“The other experiment we do is in flawed systems,” 
Alvarez-Melis explains. “If you have a black-box model 
that is not doing a good job, can you first use this kind 
of approach to identify the problems? A motivating 
application of this kind of interpretability is to fix systems, 
to improve systems, by understanding what they’re 
getting wrong and why.”

In this case, the researchers’ analyses showed that 
the dialogue system was frequently keying in on just 
a few words in an input phrase, which it was using to 
select a stock response — answering “I don’t know” to 
any sentence that began with a query word such as “who” 
or “what,” for example. 

Another black box
As research like the above continues we may not 

only grasp what is going on in artificial neural networks 
but we may also glean some ideas about what might be 
going on in an even more complex black box – our own 
brains. Artificial neural networks are at best an extremely 
primitive and simplified approximation of our own neural 
networks, but concepts and models that come out of 
experimenting with the artificial networks may open up 
new understandings of ourselves. 

The reverse, however, is more compelling — applying 
our knowledge of biological neural systems and applying 
them to artificial approximations. Either way, we are on 
a steep learning curve to understand the black boxes of 
neural networks. 

Sources: Larry Hardesty, MIT News: http://news.mit.
edu/2017/how-neural-networks-think-0908

http://news.mit.edu/2017/inner-workings-neural-
networks-visual-data-0630

http://news.mit.edu/2016/making-computers-explain-
themselves-machine-learning-1028

http://people.csail.mit.edu/tommi/papers/AlvJaa_
EMNLP2017.pdf

Parts of this story reprinted with permission of MIT News 
http://news.mit.edu/
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