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DO YOU 
TRUST ME?

Nobody is going to use these emerging 
technologies for critical applications until we 
are able to build some level of trust

Artificial intelligence (AI) has made dramatic advances in recent years and it can be a little 
unnerving.  AI can drive cars, diagnose illness, and let you know what stock to sell 

today.  But do we trust these systems?  Do we even understand how they work 
to make decisions for us?  Many people are slow to trust the AI systems 

that are increasingly directing our lives.

8 computer science professors in Oregon 
State University’s College of Engineering 

have received a $6.5 million grant from the 
Defense Advanced Research Projects Agency 

to make artificial-intelligence-based 
systems like autonomous vehicles 

and robots more trustworthy.
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TRUSTING AUTONOMOUS 
WAR MACHINES
Popular entertainment about robots rising 

up to eventually destroy humanity has 
an almost 100-year history since the 1920 
play R.U.R. (“Rossum’s universal robots”). It is 
a common theme in books and movies and 
has become a part of the popular psyche. No 
wonder we have a distrust of what artificial 
intelligence (AI) may become.
 
But do fears of killer robots routing humanity 
have any threads of rationality? The answer 
is possibly “yes”. With the proliferation 
of unmanned aerial vehicles (drones) and 
remote-controlled ground vehicles engaged 
in many theatres of war today, and the rapid 
development of AI in the commercial world 
of autonomous systems development, it’s 
not difficult to see what’s coming: a host of 
completely autonomous fighting machines 
operating from the air, ground and sea. 

Most of the sophisticated systems used 
by the military are tethered to a human 
operator who (remotely) makes the final, 
lethal decisions. But not all systems default 
to humans making the decision to pull the 
trigger. For example, the Phalanx CIWS 
(close-in weapons system) is a computer-
controlled naval defense system that can 
automatically detect, track, evaluate, and fire 
at incoming missiles and aircraft that it judges 
to be a threat. When it’s in fully autonomous 
mode, no human intervention is necessary 
because the system can judge, according to 
its trajectory, proximity and speed, whether 
or not an object is threatening. The Phalanx 
is very precise and deadly, but probably not 
what we would consider intelligent. 

More recently, offensive autonomous 
weapons have been developed—such as the 
Harpy and Harop drones produced by Israel 
Aerospace Industries (IAI). These weapons 
lock onto the radio emissions of enemy 
air-defense systems and destroy them by 

crashing into them with a high-explosive 
warhead. The IAI Harpy and Harop drones 
are known as loitering munitions (or suicide 
or kamikaze drones) because they “loiter” 
around enemy areas, searching for targets, 
and attack once a target is located.

A sentry machine gun, called the Super 
aEgis II, which uses computer vision to 
autonomously detect and fire at human 
targets up to a range of three kilometers, 
was unveiled in South Korea in December 
2010. South Korea’s military have tested 

these armed robots in the demilitarized 
zone along its border with North Korea. The 
system gives a verbal warning before firing, 
although it is capable of firing completely 
automatically and was initially configured to 
do so. To date, all buyers of the Super aEgis II 
have implemented the human safeguard to 
limit its autonomous lethal capability out of 
fear that the machine might make a mistake.

SWORDS, or the Special Weapons 
Observation Reconnaissance Detection 
System, is a weaponized land vehicle being 
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developed by Foster-Miller for the U.S. Army 
that can carry a varied array of weapons. It 
can be deployed with an M16 rifle, a 5.56 
mm M249 squad automatic weapon (SAW), 
a 7.62 mm M240 machine gun, a .50 caliber 
Barrett M82 rifle, a six-barreled 40 mm 
grenade launcher or a quad 66 mm M202A1 
FLASH (flame assault shoulder weapon) 
rocket. It is not autonomous—it has to be 
controlled by a soldier using a small console 
to remotely direct the device and fire its 
weapons—but provides a deadly platform 
that could conceivably be animated by an 
autonomous AI system.

Many advanced nations are developing attack 
and reconnaissance drones designed to hunt 
and destroy with some degree of autonomy. 
However, the increasing automation of such 
weapons is for the moment kept in check 
with a continuing role for human operators 
making critical decisions. Developing 
weapons that are nearly autonomous and 
keeping a human finger on the trigger may 
be a good political move to allay the fears 
of the general public, but keeping open the 
option to enable full autonomy at a moment’s 
notice if confronted with a fully autonomous 
enemy is also important.

In an interview last year for IEEE Spectrum, 
Peter W. Singer, a robotics warfare expert, 
told journalists Erico Guizzo and Evan 
Ackerman that the outcomes of future wars 
will pivot on the speed of autonomous 

machines in an environment that will be too 
fast for humans to be in the loop. When 
U.S. Deputy Secretary of Defense, Robert 
Work, was asked about autonomous 
weapons by the Washington Post last year 
(Washington Post Live, 31 March, 2016), 
Work said:

We will not delegate lethal authority 
to a machine to make a decision. 
The only time we will . . . delegate a 
machine authority is in things that go 
faster than human reaction time, like 
cyber or electronic warfare.  

But when pressed on the issue, he added:

We might be going up against a 
competitor that is more willing to 
delegate authority to machines than 
we are . . .  [and then] we’ll have to 
make decisions on how we can best 
compete. It’s not something that 
we’ve fully figured out, but we spend 
a lot of time thinking about it.

In her recent paper, “Artificial Intelligence 
and the Future of Warfare”, Mary 
Cummings, Director of the Humans and 
Autonomy Laboratory at Duke University, 
said that there is a large disparity between 
the advances in commercial AI and 
what defense companies are currently 
developing. She expressed concern that 
the global defense industry is falling 
behind its commercial counterparts in 
innovation and talent to develop robust 
and safe autonomous systems—especially 
those that fire weapons. Without ongoing 
development and comprehensive testing 
of autonomous weapons by the defense 
industry, military personnel and civilians 
may be put at undue risk. However, she 
also noted that the rapid advances in 
autonomous systems in the commercial 
sector may normalize the acceptance of 
such systems and that military funding 
may more easily flow into autonomous 
weapon systems. 

Cummings also warned that banning A TALON reconnaissance/combat vehicle control board on display in Warsaw, Poland.
Image: Bigstock.com/plrang

IAI Harop on display at the 2013 Paris Air Show

PAGE

77

AGE OF ROBOTS
Volume 1 Issue 1

http://spectrum.ieee.org/robotics/military-robots/do-we-want-robot-warriors-to-decide-who-lives-or-dies
https://www.chathamhouse.org/sites/files/chathamhouse/publications/research/2017-01-26-artificial-intelligence-future-warfare-cummings-final.pdf
https://www.chathamhouse.org/sites/files/chathamhouse/publications/research/2017-01-26-artificial-intelligence-future-warfare-cummings-final.pdf


autonomous technology for military use 
may not be practical given that the superior 
technologies may well be available in the 
commercial sector. The disparity between 
commercial and military R&D spending on 
autonomous systems could see the military 
outmatched by commercially available 
systems—probably not a good scenario 
for state security and the war against 
terrorism. It’s also a strong stimulus for an 
AI arms race.

If the military does indeed develop 
fully autonomous killing machines, will 
these machines be programmed with 
particular rules of engagement? As they 
are given more authority, and authority 
to kill humans, will they engage ethically 
according to the laws of war, including 
the international humanitarian laws (the 
Geneva Conventions and the Hague 
Conventions) that aim to protect civilians? 
While these autonomous systems will not 
be programmed with Isaac Asimov’s “Three 
Laws of Robotics”, they still need to have a 
kind of moral reasoning  for the battlefield. 

In this context, Ronald Arkin, Regents 
Professor at the Georgia Institute of 
Technology and Director of the Mobile 
Robot Laboratory, has been working 
on machine ethics for war machines. 
His book Governing Lethal Behavior in 
Autonomous Robots (2009, Chapman & 
Hall/CRC) explores the possibility of an 
artificial conscience that can perform 
more ethically than humans on the 
battlefield. Arkin has been translating 
the highly conceptual laws of war and 

rules of engagement into variables and 
operations that machines can understand. 
He has developed a set of algorithms 
using computer simulations and simplified 
combat scenarios (e.g., an unmanned 
aircraft engaging a group of people in an 
open field) to test his methodology. He 
believes that autonomous systems could 
follow ethical rules of engagement and 
do it better than humans—demonstrating 
more restraint because they don’t suffer 
from stress, frustration, anger, fear, or the 
impulse for self-preservation. Without the 
human frailties that can lead to impaired 
judgment, autonomous fighting machines 
may outperform human soldiers in both 
technical and ethical fronts. 

It seems intuitive that autonomous war 
machines will be part of future wars, 
despite the general public saying they 
do not want them, and despite the noble 
efforts of international coalitions such as 
the Campaign to Stop Killer Robots. At 
issue here is human nature—the desire of 
humans to dominate in a world of limited 

resources and differing ideologies and to 
defend themselves in the face of clear and 
present danger.

Mark Gubrud, Adjunct Professor in the 
Peace, War and Defense Curriculum at 
the University of North Carolina, said in 
an IEEE Spectrum article last year:

Nobody wants war. Yet, fearing 
enemy aggression, we position 
ourselves at the brink of it. Arms races 
militarize societies, inflate threat 
perceptions, and yield a proliferation 
of opportunities for accidents and 
mistakes. In numerous close calls 
during the Cold War, it came down to 
the judgment of one or a few people 
not to take the next step in a potentially 
fatal chain of events. But machines 
simply execute their programs, as 
intended. They also behave in ways 
we did not intend or expect.

Given that future AI systems will likely 
rely on deep neural networks that have 
many hidden layers—an opaque black box 
of reasoning—not easily comprehended 
by people, the potential for unintended 
behavior may be very real. It may not be 
the terminator, but as smarter machines 
beget even smarter machines it may be a 
more machine-autonomous scenario than 
we might ever have imagined, or wanted.

Maybe the question shouldn’t be “Do we 
trust the machines?” but “Do we trust 
ourselves?”

The Northrop Grumman RQ-4A unmanned surveillance aircraft. 
Image: Bigstock.com/ajtooley
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The success of the deep neural networks branch of artificial intelligence has 

enabled significant advances in autonomous systems that can perceive, learn, 

decide and act on their own.

The problem is that the neural networks function as a so called “black box”. Instead 

of humans explicitly coding system behavior using traditional programming, in 

deep learning the computer program learns on its own from many examples. 

Potential dangers arise from depending on a system that not even the system 

developers fully understand.

A four-year grant from DARPA  to the OSU College of Engineering will support 

the development of a paradigm to look inside that black box, by getting the 

program to explain to humans how decisions were reached.

“Ultimately, we want these explanations to be very natural – translating these 

deep network decisions into sentences and visualizations,” said Alan Fern, principal 

investigator for the grant and associate director of the College of Engineering’s 

recently established Collaborative Robotics and Intelligent Systems Institute.

Developing such a system that communicates well with humans requires expertise 

in a number of research fields. In addition to having researchers in artificial 

intelligence and machine learning, the team includes experts in computer vision, 

human-computer interaction, natural language processing, and programming 

languages.

To begin developing the system, the researchers will use real-time strategy 

games, like StarCraft, to train artificial-intelligence “players” that will explain their 

decisions to humans. StarCraft is a staple of competitive electronic gaming.

Later stages of the project will move on to applications provided by DARPA that 

may include robotics and unmanned aerial vehicles.

Fern said the research is crucial to the advancement of autonomous and semi-

autonomous intelligent systems.

“Nobody is going to use these emerging technologies for critical applications 

until we are able to build some level of trust, and having an explanation capability 

is one important way of building trust,” he said.

The researchers from Oregon State were selected by DARPA for funding along 

with Carnegie Mellon, Georgia Tech, Massachusetts Institute of Technology, 

Stanford, Texas and University of California, Berkeley.

Source: Oregon State University

AI Code of Conduct
Last year a paper published in Science explored the moral decisions 
that autonomous vehicles would have to make - or rather, would have 
to be pre-programmed to make. The study considered scenarios where 
autonomous vehicles, in an attempt to reduce traffic accidents, may 
have to choose between two evils; run over pedestrians or sacrificie 
itself and it’s passenger to save the pedestrians. Would we be more 
willing to step into an autonomous vehicle that would save us or 
sacrifice us for the greater good?

When it comes to deep neural networks, AI is considered a “black box” 
– the learning is encoded in a rather opaque way, unlike programming 
code that we can see, understand and easily modify. When such AI 
is given more control ethical considerations will become increasingly 
important, especially when the AI is responsible for human life or is 
wielding a machine gun!

Understandably DARPA is wanting to tap into the power of deep neural 
networking and push that technology as far as it can, but they are also 
very aware of the dangers an opaque AI system presents. Deep neural 
networking is inspired by, and in some ways emulates, human neural 
networks (of which we still have a lot to learn) but it’s way of learning 
cannot assume to be our way of learning. So it’s difficult to anticipate 
what is going on in the mind of such a machine. 

Just like with humans, communication is key to good relationships, 
and building in more transparent feedback from AI machines is going 
to be an important aspect of AI development if we are going to trust 
machines. Making the machine articulate what it’s processing, how it 
has made a decision, will not only give the machines creators insight 
into what’s being established in the “black box” but also give the end 
users piece of mind. 

Unless, of course, the deep neural network decides, somehow, that it 
should restrain from certain self-disclosures. But now we are talking 
about a “self” and that’s another discussion entirely.

Defense Advanced 
Research Projects 
Agency wants AI to be 
more trustworthy
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Modular Advanced 
Armed Robotic System 
(MAARS)
Robotics is increasingly becoming a big part of future warfare with many new 

robotic systems being tested by military outfits across the globe. The USA 

Marine Corps have been testing the Modular Advanced Armed Robotic System 
(MAARS) developed by QinetiQ North America. Such a robotic system could 

compliment a 12-person infantry squad, armed with a M240B machine gun or 

a 40mm grenade launcher.

QinetiQ describe the robot as a “powerful, unmanned ground robot designed 

specifically for reconnaissance, surveillance and target acquisition (RSTA) missions. 

MAARS provides safety and security to warfighters manning forward locations.”

The concept is to keep soldiers away from the frontline of enemy fire and send 

in the gun blazing robot instead. The company says the robot could play roles 

in ambushes, hostage rescue, forced entry, booby-trapped areas, detainee riots, 

site security, and dealing with IEDs. 

The machine does need an operator within 1 kilometer from the machine and 

the batteries are advertised to last 8-12 hours. Fully loaded it weighs in at 370 

lbs and can travel at 7 MPH. 

Discovering new 
materials for extreme 
environments

The U.S. Department of Defense (DoD) has awarded $3 million to fund five 

years of research, which is aimed at developing a 3-D platform for discovering 

new materials capable of operating in extreme environments such as those 

experienced by rockets, aircraft engines and hypersonic flight vehicles.

“I am also grateful for the research support this provides and for the support 

the DoD has provided for many of my previous research efforts,” said fellowship 

recipient Tresa Pollock. “Printing advanced materials into complex architectures 

on demand poses many technical challenges, and this fellowship will enable us 

to tackle what are currently limiting materials-science issues,” Pollock said. “The 

award builds on our previous research on crystal growth and solidification, 3-D 

materials science and alloy design. These intellectually challenging areas of research 

are highly suited to the talented Ph.D. students at UCSB.”

In recent years, it has become possible to use both laser and electron beams 

to “print” engineering objects that have complex shapes. The process involves 

melting and fusing metallic powder particles — each about 10 times finer than 

a grain of beach sand — in millimeter-scale “pools” created by local focusing of a 

laser or electron beam. 

“The grand challenges for making materials in this fashion are twofold and three-

dimensional,” Pollock said. “We need to design material compositions in which 

defects will not form during melting and cooling within the cubic-millimeter pool, 

and we need 3-D tools to examine the structure of that millimeter-scale volume 

of material at the nanometer scale to ensure that the structure is sound. The 

Vannevar Bush fellowship will enable us to focus on these two aspects of the 

printing problem.”                                Source: UCSB
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