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John B. Watson and B. F. Skin-
ner, the founders of behav-
iorism, sought to establish 
psychology as an empirical 
science. They wanted to lib-
erate psychology from spec-
ulations about “the mind” 
and refocus it on observable 
events about which inde-

pendent observers could agree. For Wat-
son and Skinner, those objective events 
were stimulus and response, or input and 
output. They referred to the mind or con-
sciousness as the “black box” because 
objective observers could not see into 
the mind. Essentially, they saw the mind 
or consciousness as an unnecessary con-
struct. If one was to going to be strictly 
scientific, they asserted, one should pay 
attention only to the stimulus (input) and 
the response (output). With enough study, 
they felt we eventually would be able to 
predict and control the responses, that is, 
behavior.

In hindsight, I guess we could say that 
Watson and Skinner were following the 
oft-quoted maxim of “thinking outside 
the box!”

Time has shown that this view was 
way too simplistic. Subsequent psy-
chologists were convinced that indeed 
we could know what is going on inside 
the black box. Thus, we have seen the 
rise of new fields such as cognitive sci-
ence, neuroscience, neuropsychothera-
py, and even neuropsychoanalysis. And, 
of course, most psychotherapists have 
long felt that the key to healing is to un-
derstand the patient’s inner world—to 
gain insights into what is going on in that 
black box of consciousness. New imaging 
technologies have enabled us to pinpoint 
ever more precisely the specific systems 
within the black box of the brain and to 
correlate them with both conscious and 
unconscious events.

Interestingly, the rise of artificial in-
telligence has created a new black box 
problem. AI has evolved beyond the rule-

based expert systems of the early days. 
The advent of neural nets technology, 
modeled somewhat on the way our brains 
process information, has led to a great 
leap forward in AI. Instead of feeding the 
computer a large set of rules based on 
studying how experts go about problem-
solving in a limited domain of their exper-
tise, computers are now able to learn on 
their own and engage in what is termed 
“deep learning”. By feeding these sys-
tems huge datasets, computers are more 
or less independently discovering mean-
ingful patterns in the data for problem-
solving. 

For example, Alphabet (Google) sub-
sidiary DeepMind recently developed an 
upgraded version of a Go-playing AI, Al-
phaGo Zero, which beat the world cham-
pion human Go player. 

Whereas the original AlphaGo learned 
by ingesting data from hundreds of 
thousands of games played by human 
experts, AlphaGo Zero . . . started with 
nothing but a blank board and the 
rules of the game. It learned simply by 
playing millions of games against itself, 
using what it learned in each game to 
improve. Both AlphaGo and AlphaGo 
Zero use a machine-learning approach 
known as reinforcement learning as 
well as deep neural networks. Rein-
forcement learning is inspired by the 
way animals seem to learn through 
experimentation and feedback, and 
DeepMind has used the technique to 
achieve superhuman performance. 

This sort of superhuman performance 
has led to the rather startling situation 
where we are facing a new black box 
problem: in many AI implementations, we 

...the rise of artificial 
intelligence has created a new 
black box problem 
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don’t really know how the computer is ar-
riving at its conclusions and recommen-
dations. As AI is increasingly migrating to 
applications where its decisions and rec-
ommendations can have profound im-
pacts on human lives, we can’t necessar-
ily trust everything that comes out of the 
black box. 

As Cliff Kuang writes in The New York 
Times Magazine:

This isn’t merely a theoretical concern. 
In 2018, the European Union will be-
gin enforcing a law requiring that any 
decision made by a machine be readi-
ly explainable, on penalty of fines that 
could cost companies like Google and 
Facebook billions of dollars. The law 
was written to be powerful and broad 
and fails to define what constitutes a 
satisfying explanation or how exactly 
those explanations are to be reached. 
It represents a rare case in which a 
law has managed to leap into a future 
that academics and tech companies 
are just beginning to devote concen-
trated effort to understanding. As re-
searchers at Oxford dryly noted, the 
law “could require a complete over-
haul of standard and widely used al-
gorithmic techniques”—techniques al-
ready permeating our everyday lives.

What sorts of errors are motivating 
these concerns? Stanford psychology re-
searcher Michal Kosinski found himself 
the target of media alarm when a tech 

website ran the headline: “The invention 
of AI ‘gaydar’ could be the start of some-
thing much worse”. Kosinski had turned 
his AI loose on a large public dataset of 
faces. This database contained 200,000 
publicly posted dating profiles, along with 
information about not only faces but also 
personality measures and political views. 
When on a lark Kosinki turned his atten-
tion to sexual orientation, he discovered 
the algorithm could predict whether a 
man was gay or straight with 91% ac-
curacy; for women the figure was lower 
but still remarkable at 83%. Previously 
the best human guessing from face pho-
tographs had been around 60% correct. 
Civil rights, public privacy, and gay activ-
ist organizations were rightly concerned 
about the implications of his findings. 
The thing is, Michal Kosinski had no idea 
how the computer was doing what it was 
doing. What was it seeing that humans 
could not?  

It turns out the computer was pay-
ing attention to subtle differences in the 
width of the face and the bone structure 
of the jaw.

As Kuang continues:

Artificial intelligences often excel by 
developing whole new ways of see-
ing, or even thinking, that are inscru-
table to us. It’s a more profound ver-
sion of what’s often called the black 
box problem—the inability to dis-
cern exactly what machines are do-
ing when they’re teaching themselves 
novel skills—and it has become a cen-
tral concern in artificial-intelligence 
research. In many arenas, AI methods 
have advanced with startling speed; 
deep neural networks can now detect 
certain kinds of cancer as accurately 
as a human. But human doctors still 
have to make the decisions—and they 
won’t trust an AI unless it can explain 
itself.

It is now understood that AI sys-
tems vary in terms of how transparent 

...we are facing a new black 
box problem: in many AI 
implementations, we don’t 
really know how the computer 
is arriving at its conclusions 
and recommendations. 
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or opaque they are. A new subspecialty 
is emerging in the field, which is looking 
at how to reverse-engineer opaque sys-
tems so that they become transparent. 
How much more challenging does this 
task become, however, when AI systems 
themselves design AIs to improve what 
the human designers could come up 
with? So, now, we are talking about what 
might be called a second-order opacity: 
it’s hard enough to figure out what the AI 
is doing inside its black box—think how 
much harder it will be to figure out what 
its “child” is doing!

Consider this headline (December 
1, 2017) from the online site Futurism: 
“Google’s artificial intelligence built an AI 
that outperforms any made by humans”. 
The article goes on to observe:

The creation of an AI that can build 
AI does raise some concerns. For in-
stance, what’s to prevent the parent 
from passing down unwanted bias-
es to its child? What if auto-machine 
learning (AutoML) creates systems so 
fast that society can’t keep up? It’s 
not very difficult to see how NAS-
Net could be employed in automated 
surveillance systems in the near fu-
ture, perhaps sooner than regulations 
could be put in place to control such 
systems.

In a recent headline, MIT Technology 
Review says: “Forget killer robots—bias is 
the real AI danger”. It turns out that some 
of the large datasets that are being fed 
AIs contain subtle biases.  For example, 
recent research described in The Guardian 
reveals that racial and gender bias con-
cealed within the patterns of language 
use is being picked up in some AI imple-
mentations: 

The findings raise the specter of exist-
ing social inequalities and prejudices 
being reinforced in new and unpre-
dictable ways as an increasing num-
ber of decisions affecting our every-
day lives are ceded to automatons. 

As machines are progressing in the ac-
quisition of human language by processing 
huge amounts of online text data, they are 
“unconsciously” taking on our prejudices. 
One rather pedestrian example is that 
words for flowers clustered with words 
linked to pleasantness while words linked 
to unpleasantness had stronger associa-
tions with insects. So, flowers are “better” 
than insects? Similarly, words associated 
with woman and female were linked to the 
arts and humanities while male and man 
tended to be associated with mathemat-
ics and engineering. European Ameri-
can names were associated with pleas-
ant words such as gift and happy, while 
African American names tended to have 
strong linkage to unpleasant words.

We are moving into an era when deep 
learning AIs will increasingly be called 
upon to make life-and-death decisions. 
Autonomous vehicles are already a reali-
ty. There will be instances when an AI will 
make a decision that turns out to be bad, 
and then it will be absolutely necessary 
for the human handler(s) to peer into the 
black box of the algorithm to determine 
where the decision process went wrong 
so as to prevent future occurrences in 
similar circumstances. Another domain is 
that of medicine. Robots are performing 
surgery and diagnostic procedures. We 
need to know how they have reached 
their conclusions, both to improve our 
own learning and to justify the decisions 
made by these AIs. We can’t afford to be-
come so dependent upon the expertise 
of our AIs that we just passively accept 
their choices, especially when they result 
in human harm.  

Currently, there is a debate raging on-
line about the need for decisions derived 
by neural networks to become transpar-
ent. As a clinical psychologist, I can’t re-
sist the reflection that in our personal 
lives, and human affairs more generally, 
it is the lack of consciousness that most 
often gets us into trouble.
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